
© 2006, 2007, 2009, 2010 University of Phoenix. Press <Esc> to exit full screen view. 

 
 

DBM/500 COURSE NOTES 
 

WK 1 
DATABASE 

MANAGEMENT 
APPROACHES 

DATABASE 
SYSTEM 

RELATIONAL 
DATABASE 

MICROSOFT®  
ACCESS® 

DATABASE 

 
 
 

 

 

WK 2 DATABASE 
DESIGN 

 
TOOLS FOR 
ANALYSIS 

 

ENTITY 
RELATIONSHIP ERD EXAMPLE   

 

WK 3 
UNIFIED 

MODELING 
LANGUAGE 

USE CASES DATABASE 
APPLICATIONS 

DATABASE 
TOOLS  

 

 

WK 4 NORMALIZATION 
FIRST NORMAL 

FORM 
SECOND 

NORMAL FORM 
THIRD NORMAL 

FORM 
OTHER NORMAL 

FORMS 

 

 

WK 5 DATABASE 
MANAGEMENT 

CONCURRENCY 
CONTROL 

DATABASE 
RECOVERY 

DATABASE 
SECURITY 

DATABASE 
ADMINISTRATION

 

 

WK 6 
DATABASE 

MANAGEMENT 
SYSTEMS 

DATABASE 
SERVER 

INTERFACES 
   

 



© 2006, 2007, 2009, 2010 University of Phoenix.  

 

Home 
DATABASE 

MANAGEMENT 
APPROACHES 

DATABASE 
SYSTEM 

RELATIONAL 
DATABASE 

MICROSOFT®  
ACCESS® 

DATABASE 

 
 
 

 

 
Hierarchical – Three-dimensional model that allowed data to be stored in hierarchical segments. DL/I is about the only surviving 
example of the hierarchical database. The major appeal of DL/I was that it had a query language that took much of the drudgery out of 
retrieving data. These commands were typically embedded in a COBOL program. Once the data was retrieved into a traditional COBOL 
structure, it would be manipulated in a traditional procedural fashion. This is still used in certain legacy systems. 

 
Network – Codasyl follows the network model and was the first attempt to implement the notion of a schema or complete logical view of 
a database. Codasyl is made up of data-items, records and sets. A record is a collection of data-items. Once again, repeating groups are 
allowed. A set defines the relationship between records. This is typically a parent-child relationship where the parent is called the 'owner' 
and the child is the 'member'. Defining a Codasyl database is very much like defining a COBOL data structure. The data manipulation 
language is very much like COBOL. Codasyl is very cumbersome to work with and is seldom in use today. 
 
Relational – Based on relational algebra (which is an area of mathematics that deals with matrices), this is the most commonly used 
model today and the basis for most database engines. The idea was that instead of having just numbers in the matrix, we would put data 
there. The relational database model uses a two-dimensional model. Records are not fixed length. It doesn’t matter what order the rows 
are in, but each row must be unique in some way. One of the nice features of the relational database is that a data dictionary is built into 
the database. That means you can retrieve the data by using the names of the fields. For example “Select FirstName, LastName, Major 
from Student order by Major;” is all you have to type to get a list of students alphabetically ordered by major. This type of architecture 
has proven very popular and most of what has come since has just been a variation on it. 
 
Object-Oriented – Interest in Object-Oriented programming languages, such as C++ and Java, has increased over recent years. The 
question naturally arises as to whether this same technology can apply to database processing. There are very few truly “object-oriented” 
databases that have found any popularity. More commonly you will find “object-relational” databases that employ some of the features of 
object technology, but are still largely a traditional relational database. 
 
Multi-dimensional – An important evolution in database architecture that allows data to be stored and retrieved in much more complex 
models than is typically used in relational databases. Usually the data starts in multiple relational databases and is aggregated together.   
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There are three major components to any database system.  
 

1. Database – Holds the data in a physical format, such as a binary tree structure.  
 Data – A variable length format allows maximum flexibility. The physical file structure can also 

store numeric data or data that is even more general, such as a picture. 
 Metadata – This is the data dictionary, which is physically stored with the data. In most systems, 

names are assigned to each file, and there are unique names for each field in each file. 
 Indexes – “Inverted lists” must be maintained to speed processing of data. Often the ISAM format or 

a binary tree format is used to store indexes for the key to the file and any other designated field.  
 

2. Database Management System (DBMS) – Software that presents the data in a logical format to the 
application program. It is very similar to the way an operating system may present files as existing in 
folders or directories.  
 Tables – The logical representation of data is often in the form of a two-dimensional table. The table 

has a name, and each field in the table has a name.  
 Queries – A query language is used to manipulate data in the database.  
 Forms – A mechanism for putting data into the database. 
 Reports – Creating reports using a query tool may have formatting limitations. The report generator 

supplied within most database systems allows greater formatting options.  
 

3. Application programs – Many database systems have code that is written in C++ or Java. Most modern 
database systems make it quick and convenient to interface the database to these programming languages. 
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Basic terminology for relational databases includes: 
 

 Tables as relations – Formally, a table is also called a “relation.” Some people refer to the table as a 
“file” which is not strictly accurate but provides a common frame of reference with other branches of 
computer programming. 

 
 Records, rows, tuples – Typically a file has records. In relational database terminology, these are called 

“tuples.” Few people actually use that term today; it is from relational algebra. Most people just call the 
records “rows.” 

 
 Columns, attributes, fields – In file processing each record had one or more “fields.” The formal term in 

relational algebra is “attribute.” More commonly people just use the term “column.” 
 

 Primary keys, foreign keys – A database tries to facilitate uniqueness and referential integrity. When a 
field is designated to be the “primary key” for a table, the database will see that no two rows have the 
same value in that field (or fields in the case of combinational key). Likewise if a data element in a table is 
the primary key of another table, it is designated as a “foreign key.” The database will then make sure that 
the data element already exists in the “foreign” table.  

 
 Joining tables – One of the great advantages of a relational database is the ability to get information from 

several different tables and combine them together. This operation is typically performed by using the 
foreign key on a table to select the corresponding rows in a second table.  
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Microsoft Access is a good example of a relational database. It is a single-user database, intended for only one user to access the 
database at a time. Access applies: 
 

 Tables – A wizard can be used to create tables where you select from several different templates (such as “customers,” 
“employees,” “products,” etc.) to create a basic framework of a database. Tables can also be created manually in Design 
View. Another approach to create the table is simply by entering in some data into a spreadsheet-like template.  

 Field specifications – Access provides a number of basic field types including text, numeric, date and currency. There 
are special kinds of field specifications including “lookup,” “auto-key” and “hyperlink.” In addition to the formal field 
specification, there is a property sheet for each field to help filter data further. For example, you can specify that a 
numeric field value be between “18” and “65.” You can enter in a “mask” that will require a text field to be in the format 
of a phone number or a zip code. You can also enforce referential integrity by making sure that the entry into this field 
exists in another table.  

 Keys – Any field can be designated as the key to the table. A combination of fields can also be the primary key of the 
table. One nice feature of Access is “auto-key” field specification. This creates a key that will simply be a sequential 
number. Access keeps track of the numbers and will automatically have each new record be assigned the next sequential 
number. 

 Relationships between tables – This is a graphical way of showing how the foreign keys in one table relate to the 
primary key in another table.  

 Forms – Access allows you to automatically create data entry forms. These are forms that are very user-friendly to fill 
out and have help messages to create for each field as well as menu items that allow the user to add records, update 
records, delete records or simply look up records. 

 Sorting and filtering – The simple “query” tool in Access looks very much like a spreadsheet. The user specifies which 
fields to sort and can also indicate which records to include on the spreadsheet. 

 Reports – The report generator creates more formal reports than a simple query. This allows you to create Invoices, 
Mailing Labels or other reports with a more specific format. 
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Database design includes: 

 
 Data structures – As information is gathered from several sources, the basic structure of the database begins to emerge. 

 Tables – Certain collections of information will eventually become tables. 
 Attributes – Required pieces of data will emerge as attributes. Note that there are often multiple views of a 

database depending on the user’s perspective. Input from all these perspectives should be represented. 
 Keys – In most instances, certain accession numbers will already be used by the organization and can be adopted 

into the database. Some sort of sequential key may need to be adopted otherwise. 
 Field specifications – As data elements are defined, a good deal of time needs to be spent creating the 

specifications of each element. This includes data typing, whether the field is required or not, its status as a primary 
key or foreign key, whether or not it is indexed, etc. 

 Table relationships – Define the relationship between tables. There may be a “one to one” correspondence, a “one to 
many” correspondence or a “many to many” correspondence.  

 Business rules – The basic structure of the database will enforce some rules on the entering of data. For example, a field 
may be required to be numeric. Going beyond what the database engine can employ typically requires business rules. A 
business rule may be that a certain field must not only be numeric, but the entries must also be between “18” and “65.” 

 Views – There may be a need to provide different views of the actual table to different departments.  
 Data integrity – Some of this is enforced by the database engine, such as making sure keys are unique. Other items must 

be done by programmers, especially enforcing business rules. 
 Data security – Often thought of in terms of restricting data elements to authorized persons. It is also a concern of 

preserving data in case of mechanical failure or other incidents that may cause data to be destroyed. Some of this is built 
into the database system, but much of it must be planned as part of complete database design. 
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Two common tools for analysis include: 
 

 Entity Relationship Diagram (ERD) – A graphical way of representing data and their relationships with 
each other.  

 
 Unified Modeling Language (UML) – A modeling language that is used with object-oriented 

programming technology. It helps the developer identify the objects and their relationships in a large 
complex system. This method is more appropriate to object databases and object-oriented programming 
solutions than with traditional relational databases. 
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The entity relationship approach to analysis and design revolves around the following terminology: 
 

 ENTITY INSTANCE. This is actual data. For example, STUDENT John Doe. 
 ENTITY CLASS. All Students taken together form the Entity class STUDENT. 
 ENTITY ATTRIBUTE. STUDENT will have Name, Address, Major, etc. as attributes. 
 ENTITY. An instance of an entity class with all its attributes is an entity. You might think of it as a specific record in a file. 
 ENTITY IDENTIFIERS. Keys – like social security number. They can be unique or non-unique. 
 RELATIONSHIPS. How data elements relate to other data elements is the relationship. There are three basic types: 

o One to One – Employee and Office might be an example of a one to one relationship. The employee has one office and 
the office houses only one employee. 

o One to Many – A department and its employees represent a one to many relationship. An employee belongs to just one 
department, but the department can have several employees. 

o Many to Many – Classes and Students might be an example of a many to many relationship. Each class has many 
students, and each student takes many classes. 

 CARDINALITY. This is a fancy way of declaring the maximum and minimum number of relationships an entity can have. A 
department may have many employees, but we may have determined that the maximum number is ten. A student many be 
required to have at least one but not more than two majors. The cardinality is 1 to 2. 

 WEEK ENTITY. A dependent cannot be in an Employee database without an Employee. 
 STRONG ENTITY. An Employee does not have to have a dependent to exist in the database. 
 SUBTYPE. Sometimes there are various flavors of an entity. For example, CLIENT could be a sole proprietor, a partnership 

or a company. The basic information is the same, but each subtype has information that only applies to it. 
 BUSINESS RULES. Sometimes there are constraints on data that go beyond cardinality or uniqueness. An example of a 

business rule is a student who has a minor in Computer Science must have a major of Engineering or Math.
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Entity Relationship Diagram (ERD) Example 

 

User UserID Password

Customer Order Item

Invoice

Payment

places requests

billsreceives

sends

relates

 
 
 
 
 

Note
This ERD includes examples of cardinality. On this diagram, there is an indication that the one customer can place numerous orders, receive multiple invoices and send a number of payments. The payments can relate to multiple invoices.
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Unified Modeling Language (UML) includes: 
 

 Use case 
 Class diagram 
 Interaction diagram 
 Sequence 
 Collaboration 

 State diagram 
 Activity diagram 
 Physical diagram 
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“Use Case” is a technique for capturing requirements. Use cases are scenarios written in regular (non-technical) 
terminology that describe how a system interacts with a user or another system. 
 
For example: 
 

Customer places order 
Order requests item 
Item bills invoice 
Customer receives invoice 
Customer sends payment 
Payment closes invoice 

 
Use cases are good for capturing functional requirements, but they are not good for capturing non-functional 
requirements. 
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Database applications include: 
 

 Create, Read, Update, and Delete view 
 Format views 

 Forms 
 Reports 
 Inter-process 
 OLAP (On-Line Analytical Processing) cubes 

 Enforce constraints 
 Domains 
 Uniqueness 
 Relationship cardinality 
 Business rules 

 Provide security and control 
 Execute application logic 
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Database tools include: 
 

 Structured Query Language (SQL) 
 Database Form Generators 
 Use of forms in database processing 
 Business rules 
 Property sheets 
 Layout tools 
 Interface with procedural languages 

 Database Report Generators 
 Use of Report Generators in database processing 
 Layout tools 
 Built-in functions 
 Interface with procedural languages 

 Interfacing the database with a procedural language 
 Procedural versus nonprocedural processing 
 Using built in procedural language options 
 Using external language options (C++, Java, Visual Basic) 

 Adding multimedia features to databases 
 Multimedia formats 
 MP3, JPG, MPEG, GIF, AU, WAV 
 Storing multimedia files in databases 
 Adding graphics, sounds, and motion to forms 
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To avoid anomalies in a database, consider the following relation as an example: 
 
STUDENTS(SSN, NAME, MAJOR, ADVISOR, ADVISOR_PHONE_EXTENSION) 
 
Every student has to have one major. Every major has an advisor who has a phone number. In the above relation, the 
name of the advisor and the phone number have been stored in the student record. This makes finding the advisor for 
any student quite quick. A list of all the advisors is slightly more complicated because they are stored multiple times in 
the STUDENTS relation.  
 

 Insertion anomaly – If nobody is majoring in English literature, you cannot store the name of the advisor for the 
English literature majors. This is an example of an insertion anomaly. 

 
 Deletion anomaly – If the last English literature student is deleted, the name of the advisor and his or her phone 

number is now lost. This is an example of a deletion anomaly. 
 
 Normalization – The purpose of normalization is to create some rules to avoid these types of situations.   

 Functional dependencies – A second attribute determines what the value of the first attribute will be. In the 
relation above, the NAME of the student is determined by the SSN, which is the key to the table.  
The value of MAJOR is also determined by the SSN. Whenever an attribute is determined by something 
other than the key, there will likely be anomalies. 

 First, Second, Third, Boyce/Codd, Fourth, Fifth Normal Form – Using a rule-based approached to create a 
table that will have no anomalies. This terminology derives from relational math.  
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The First Normal Form is like the “first set of rules.”  Here are the rules for FIRST NORMAL FORM: 
 

1. No repeating groups or arrays. Each column contains only single values. You can store a person's GPA 
in one cell but not a list of classes they have taken. 

2. Every entry in a column must be of the same kind. That means the social security number for each row 
or record is in the same column position. 

3. Each column must have a unique name. 
4. Each row must be unique. This means that one column or combination of them will uniquely identify 

the row. 
 
This is neither more nor less than the basic definition of a relation you have already learned. 
  
Since this normal form does not eliminate all anomalies, we have added more rules.   
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The Second Normal Form is like a “second set of rules.” Here are the rules for SECOND NORMAL FORM: 

 
1. Must be in First Normal Form. We are just adding more rules not coming up with alternative rules. 
2. All non-key attributes must be functionally dependent on the entire key. 

 
As you know, the key to a file can really be more than one field. Take the following relation as an example: 
 
CLASSES(SSN, TERM, CLASS_CODE, SECTION, GRADE) 
 
To store a history of all the classes you have taken, you would have to construct something like the above 
relation. Since first normal form prohibits repeating groups; every class you take will appear in a separate row. 
Since most students will take multiple classes, you cannot use SSN alone to identify a class you have taken. To 
make the row unique you must use SSN, TERM, CLASS_CODE and SECTION together.   
 
Second normal form says any non-key attribute like GRADE must be functionally dependent on the entire key, 
or you may get insertion and deletion anomalies. 
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Several normal forms may need to be created in order to avoid anomalies. For most intents and purposes, going 
up to Third Normal Form will usually produce anomaly-free tables unless those tables are very complex and 
unique. Here are the rules for THIRD NORMAL FORM: 

 
1. Must be in first and second normal form. 
2. Must have no transitive dependencies. 

 
Take the following relation as an example: 
 
CAR_RENTAL(SSN,VIN,FEE) 
 
This relation meets second normal form. SSN is the only key since one person is only allowed to rent one car at 
a time. Both VIN and FEE are dependent on the entire key.   
 
The problem is that FEE is indirectly dependent on VIN. Even though VIN is not a key, it has to be used to 
identify what the rent for that car is. This is a transitive dependency. If nobody rents that particular car, the 
information about the rental charge disappears. 
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The rules for the other normal forms get to be more and more complex and are less and less employed. They all 
follow the same approach as first, second and third normal forms. 
 

 Domain Key Normal Form – Another approach to avoiding anomalies. The basic rule of DK/NF is that 
if your table has anomalies, you are not in Domain/Key Normal Form. If you cannot find any anomalies, 
then you must be in Domain/Key Normal Form. The end result is that you look for anomalies by 
inspection and eliminate them rather than using a more formal rule-based approach. 
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Management of databases involves: 
 

 Concurrency control 
 Database recovery 
 Database security 
 Database administration 
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Concurrency control is almost always a trade off between performance and data integrity. 
 

 Concurrent update, lost update, inconsistent read – A classic problem is that two different processes 
read and record, make changes and then try to update the record. Only one process can read and update the 
record at a time. 

 
 Implicit vs. explicit resource locking – Locking users out of a record can be a problem. If one user locks 

up a resource and does not release it, then nobody else can access that record. Resolving this problem 
involves varying degrees of human intervention. 

 
 Row level locking vs. database locking – One approach to locking resources is just to lock one row.  

This usually makes more sense than locking the entire database. 
 

 Deadlock – This is when some resources are locked but cannot continue because another process is using 
resources that are needed.  

 
 Transaction isolation levels – Looking beyond an individual resource in an attempt to see all the 

resources that a particular operation may need. The goal is to avoid deadlock. 
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Providing 100% update is difficult because there are often mechanical failures with hardware and software. One 
approach is to backup every night and restore the system when a problem occurs. However, all of the day’s 
processing may be lost. Therefore, most databases use “transaction logs.” These logs are recorded on different 
hard drives and include every transaction against the database, such as inserted records, updated records, deleted 
records, etc. Using these transaction logs allows a system to be restored to the moment of failure with few, if 
any, records being lost. 

 
 Reprocessing-Rollback/Rollforward – These transaction logs can also be used to repair problems that 

are associated with temporary software or telecommunications failures. When a database detects a 
problem, the last several transactions can be “undone” and then performed again. Sometimes the second 
time, the transactions will work. Another advantage to these transaction logs is the fact that sometimes a 
transaction will be performed in error.  
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Database security is mostly concerned with unauthorized use of data. This takes place on at least two levels. 
 

 DBMS security – The database engine itself can provide some measure of security. This includes 
providing password protection to get into the system itself as well as the ability to restrict transactions on 
certain portions of the database. For instance, the database can allow certain sections of the data to be 
viewed but not altered. It can also “hide” certain columns of data from certain users while allowing access 
to others.  

 
 Application security (Web server in three-tier architecture) – The database engine should not be relied 

on for security. The application program should also be written with security in mind. Many of the 
intrusions into databases today takes place because of “exploits” in application and operating system 
software. 

 
 



© 2006, 2007, 2009, 2010 University of Phoenix.             

 

Home DATABASE 
MANAGEMENT 

CONCURRENCY 
CONTROL 

DATABASE 
RECOVERY 

DATABASE 
SECURITY 

DATABASE 
ADMINISTRATION

 

 
Duties of the Database Administrator (DBA) include: 
 

 Management of database structure – The physical structure of the database is different than the logical structure. The 
logical structure of two dimensional tables is not how data are actually stored. They are actually stored in a variety of formats 
including binary trees. One table of information may actually be made up of several physical files. How these files are 
structured can make a big difference in performance.  
 Documentation – In addition to tuning the database, the DBA should also provide documentation for how the 

database is set up. 
 Management of data activity  

 Standards and policies – The DBA should play a large part is setting standards for access to data and ensuring that 
necessary data elements are supplied. 

 Data dictionary – Every database should have a data dictionary that goes beyond the metadata that comes with the 
database engine. This includes not only information on data formats, but also information on who is responsible for 
providing certain data elements. 

 Data proponents – Involves being a resource to the organization on how the database can be used to help accomplish 
the mission of the organization. 

 Backup and recovery – The organization relies on the database for daily operations, and if access were to be 
interrupted even for a short time, often thousands of employees could be idled. Having a system to preserve data 
offsite is essential. Having disaster recovery that includes continuing operations from another location should also be 
planned for and practiced. 

 Replication – Often one way to provide for 100% uptime is to completely replicate the entire database at another site. 
Many modern systems will actually automatically switch to a replicated server if some problem occurs on the primary 
one. This keeps the replicate system working while the main system is fixed offline. 

 Management of DBMS – The software itself also requires management. 
 Update features – Updating the software with new releases will increase usefulness. At times, these updates can 

temporarily affect the performance of the system. It is important to test all new releases before actually rolling them out. 
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Common database management systems (DBMS) are: 
 

 Microsoft Access 
 Microsoft SQL Server®  
 Oracle® 
 DB2 (IBM)® 
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Database server interfaces are: 
 

 Open Database Connectivity Standard (ODBC) 
 OLE DB 
 Active Data Objects (ADO) 
 CORBA 
 ASP (Web server 
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